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    Use cases

There are many ways Elixir developers use and leverage Livebook today.
Documentation with Mix.install
Livebook is an excellent tool for documentation. Many Elixir packages use
Livebook as tutorials but you can also directly run Livebook within the context
of your existing application with the help of Mix.install/2.
As an example, imagine you have created a notebook inside your current project,
at notebooks/example.livemd. In order to run within the root Mix project, using
the same configuration and dependencies versions, you can change your notebook
setup cell to invoke Mix.install/2 with the following arguments:
Mix.install(
  [
    {:my_app, path: Path.join(__DIR__, ".."), env: :dev}
  ],
  config_path: :my_app,
  lockfile: :my_app
)
Deploying custom apps and internal tooling
Your Livebook notebooks can be deployed as applications which
you may then share within your team and company. Docker deployment
is provided out of the box and you can automate your deployment,
share secrets, configure authentication and more with
Livebook Teams.
Communication and automation of Elixir systems
You may also deploy notebooks as applications that automate and monitor
live Elixir systems. By clicking on "+ Smart cell", you will find Livebook
provides a "Remote execution" widget, that allows you to configure the
node name, cookie, and the code you want to execute on the remote node.
The node and cookie information are configured directly in the production
system you want to connect to. For example, to connect to a
Phoenix application running on your machine,
you may start it as follows:
$ iex --name phoenix-app@127.0.0.1 --cookie secret -S mix phx.server

With this information in hand, you can query and automate tasks within
existing Elixir systems. You may also mix remote execution with Livebook's
rich features to deploy applications that interact with those systems.
Debugging live systems (with attached mode)
Livebook uses the concept of a runtime, which in practice is an Elixir node
responsible for evaluating your code. You can choose the runtime by clicking
the "Runtime" icon on the sidebar (or by using the s r keyboard shortcut).
By default, a new Elixir runtime is started (similarly to starting iex)
for each notebook. You can click reconnect whenever you want to discard the
current runtime and start a new one.
You can also manually attach to an existing node by picking the "Attached Node"
runtime. While in the previous section we used the "Remote execution" smart cell
to connect the default Livebook runtime to an existing node, the "Attached Node"
will make it so the Livebook runtime itself runs within the external node.
To do so, open up a new notebook and click the "Runtime" icon on the sidebar.
Click to "Configure" the runtime and choose "Attached node". Input the
name and cookie from the remote node and you should be ready to connect
to it. Once connected, be careful: any code that you execute in the notebook
now runs within the connected application. You are also limited on actions
you may perform. For example, you can't install dependencies (nor would that
be a good idea on a running system).
You may also connect your local Livebook instance to a node running in
production depending on your platform.
Scaffolding embedded systems with Nerves
If you want to run Livebook on embedded devices, such as Raspberry Pi,
BeagleBone, etc., check out the Livebook
firmware built
with Nerves. In such cases, Livebook
uses a special runtime, called the Embedded Runtime, where all of your
code runs within Livebook itself, without starting additional runtimes
(which may be too expensive on limited devices).
Ready to get started?
Head out to Livebook homepage to install it.
Once you have it up and running, head to the "Learn" section on the
sidebar to learn more!
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    Understanding Livebook Teams concepts

This page explores the key concepts of Livebook Teams.
Deployment group
A deployment group serves as an organizational and configuration layer for your app servers and Livebook applications. Think of it as defining a "deployment context"—a set of rules, configurations, and boundaries that determine where your apps are deployed and how they can be accessed.
A deployment group serves multiple purposes:
	Logical separation: A deployment group provides logical separation. One example is using different deployment groups for different environments, like staging and production. Or you can use different deployment groups for different departments of a company, like engineering and customer support.

	Grouping app servers: A deployment group contains one or more app servers.

	IAM Configuration: A deployment group contains the Identity and Access Management (IAM) configuration that is applied to all app servers belonging to it.


App server
A Livebook app server is a Livebook instance configured to act as an application server where you can deploy Livebook apps via Livebook Teams.
It's the same Livebook you can run on your machine, but with a few environment variable configurations that make that instance connect to an organization from Livebook Teams.
Since it's a standard Livebook instance, you can also use it to create, open, and run regular notebooks in addition to serving as a deployment target for apps.
The app server lifecycle
When you start an app server, it:
	Connects to the Livebook Teams organization, using its server key to connect to a specific deployment group
	Downloads and runs all apps that are deployed to that deployment group
	Waits to receive app deployments and configuration changes from its organization and deployment group

This architecture means app servers are essentially "deployment targets" - they don't store apps themselves but receive and run them as instructed by Livebook Teams.
The relationship between app servers and deployment groups
A deployment group can have one or more app servers, allowing you to scale horizontally. An app server belongs to exactly one deployment group.
Understanding deployment groups and app servers individually is important, but their real power comes from how they work together:
	The deployment group defines the "what": What configuration, what security rules, what environment
	The app server provides the "where": Where the apps actually run, where the compute happens
	Livebook Teams orchestrates the "how": How apps get from your Livebook to the app server



  

    Tailscale

Setting up Tailscale authentication will protect all routes of your Livebook instance. It is particularly useful for adding authentication to Livebook instances with deployed notebooks. Tailscale authentication occurs in addition to Livebook's authentication for deployed notebooks and admins.
Once Tailscale is enabled, we recommend leaving the "/public" route of your instances still public. This route is used for integration with the Livebook Badge and other conveniences.
How to
To integrate Tailscale authentication with Livebook,
set the LIVEBOOK_IDENTITY_PROVIDER environment variable to tailscale:tailscale-socket-path, make sure the tailscale CLI is installed and available on your machine (or your Docker image).
If you want to access Livebook on the same machine as you are hosting it,
you must also set the LIVEBOOK_IP variable to your Tailscale IP.
To do both of these things, run:
LIVEBOOK_IP=$(tailscale ip -1 | tr -d '\n') \
LIVEBOOK_IDENTITY_PROVIDER=tailscale:/var/run/tailscale/tailscaled.sock \
livebook server

See https://tailscale.com/blog/tailscale-auth-nginx/ for more information
on how Tailscale authentication works.
macOS
On macOS, Tailscale uses a password-protected TCP port instead of a unix socket. The following script automatically detects the port and password, then starts Livebook with the correct Tailscale configuration:
#!/bin/bash
# This script is adapted from https://github.com/tailscale/tailscale/blob/v1.80.2/safesocket/safesocket_darwin.go#L69-L160

# When Tailscale was installed via Mac App Store
port_and_token=$(lsof -n -a -c IPNExtension -F | grep -o "sameuserproof-[0-9]*-[a-f0-9]*" | head -1)
if [ ! -z "$port_and_token" ]; then
    port=$(echo "$port_and_token" | cut -d'-' -f2)
    token=$(echo "$port_and_token" | cut -d'-' -f3)
else
    # When Tailscale was installed using the standalone variant
    port=$(readlink /Library/Tailscale/ipnport)
    if [ ! -z "$port" ]; then
        token=$(cat "/Library/Tailscale/sameuserproof-$port")
    fi
fi

tailscale_ip=$(exec $(ps -xo comm | grep MacOS/Tailscale$) ip | head -1 | tr -d '\n')

if [ ! -z "$port" ] && [ ! -z "$token" ] && [ ! -z "$tailscale_ip" ]; then
    LIVEBOOK_IP=$tailscale_ip \
    LIVEBOOK_IDENTITY_PROVIDER=tailscale:http://:$token@127.0.0.1:$port \
    livebook server
else
    echo "Error: Missing required configuration"
    [ -z "$port" ] && echo "- Could not determine port"
    [ -z "$token" ] && echo "- Could not determine token"
    [ -z "$tailscale_ip" ] && echo "- Could not determine Tailscale IP"
fi



  

    Notebook stamping

Livebook provides a feature called "Notebook Stamping", with the goal of enhancing security and productivity within notebooks.
Whenever you author a notebook, the contents of the notebook is signed with a secret key that belongs to your machine (which you can also find in settings). If the notebook accesses any secret or file system configuration, these permissions are stored within the stamp.
Whenever you open up a notebook stamped by you, it will retain access to secrets and file systems, and you won't have to reenable them. Whenever you open up a notebook stamped by someone else, a warning is displayed, all access is revoked, and must be explicitly enabled. However, remember that stamping only takes care of Livebook resources: when you execute the notebook, the code in the notebook will still have access to the current machine, so always execute third-party code with care.
Note that deploying notebooks as applications do not verify stamps when using your personal workspace. For such, you must use Livebook Teams, which provides an authority for stamping and encrypting notebooks.
Secure deployments with Livebook Teams
When using Livebook Teams, notebooks are stamped with a private key that belongs to your organization/workspace. This means you can share notebooks within your organization, and if the notebook accesses any secret/file system resource, the access rules are transparently retained.
Furthermore, when deploying with Livebook Teams, Livebook guarantees that all of the notebooks belong to your organization and that the stamps are valid, eliminating the chance that someone in your organization accidentally deploys an external notebook that has not been previously reviewed by a team member.
Livebook Teams stamping works in two steps:
	The notebook is encrypted using your Livebook Teams key and then sent to the Livebook Teams server. Since Livebook Teams do not have access to your Livebook Teams key, Livebook Teams cannot read the content of your notebooks

	The Livebook Teams server then stamps the encrypted notebook using a private key, that is only available within Livebook Teams server. The members of your organization only have access to the public key, which validates the stamp, without giving past or future employees the option to forge stamps


The steps above ensure that the contents are only visible to your team members and only team members with access to the Livebook Teams can stamp notebooks.


  

    Shared secrets management

Overview
This feature allows your team to share Livebook secrets among team members in an easy way.
Just add a secret to your organization workspace, and Livebook Teams will synchronize it with the Livebook of every member of your organization.
[image: ]
You can also create such secrets directly from a notebook.
[image: ]
Shared secrets updates and deletions will also be synchronized.
How it works
Here's a video showing how that feature works.
Security strengths
Livebook Teams cannot access the plain text version of your organization's secrets.
Livebook encrypts your secrets locally in your machine using your Teams key. Then, the secret is sent encrypted to Livebook Teams servers.
When a new synchronization is needed, Livebook Teams sends the encrypted secret to the Livebook of team members, and their Livebook decrypts the secret in their local machines using the same Teams key.


  

    Shared file storages

This feature allows your team to share S3-compatible buckets and Git repos as Livebook file storages.
Livebook file storages are used to store notebooks and their files.
Whenever you add, update, or detach a file storage from your organization workspace, Livebook Teams will synchronize it to every Livebook instance connected to your Teams organization, including team members and app servers in deployment groups.
[image: ]
How it works
Here's a video showing how this feature works.
Synchronization scope
Shared file storages are synchronized to:
	Team member Livebook instances: Every member of your organization receives the shared file storage configuration in their local Livebook instance
	App servers: All app servers across all deployment groups in your organization also receive the shared file storage configuration

Read/write permissions
File storage permissions depend on the storage type:
	S3 file storages: Support both read and write operations. You can create, modify, and delete notebooks and files.
	Git file storages: Read-only access. You can view and use notebooks and files, but cannot modify them directly through the file storage.

Security
Livebook Teams cannot access sensitive data from your file storages, including S3 credentials or Git SSH private keys.
Livebook encrypts your file storage credentials (S3 credentials or Git SSH private keys) locally on your machine using your Teams key. The encrypted credentials are then sent to Livebook Teams servers.
When a new synchronization is needed, Livebook Teams sends the encrypted credentials to the Livebook instances of team members and app servers. These Livebook instances decrypt the credentials locally using the same Teams key.


  

    Livebook runtimes

A Livebook runtime consists of a set of processes responsible for evaluating notebook code.
Livebook offers four types of runtimes:
	Standalone
	Attached node
	Fly.io
	Kubernetes Pod

Standalone runtime
By default, Livebook starts a new Erlang VM node for each notebook. This is the standalone runtime.
graph LR
    subgraph livebook_node["Erlang VM node"]
        A[Livebook]
    end

    subgraph standalone_node["Erlang VM node per notebook"]
        B[standalone runtime code evaluator]
    end

    livebook_node -.->|starts and clusters with| standalone_node
The code inside your notebook runs in the context of this specific node started for your notebook, isolated from Livebook and other running notebook sessions.
Since your notebook has its own node, it can declare its own package dependencies via Mix.install/2.
Attached runtime
The attached runtime connects to an existing Elixir node managed outside of Livebook, such as a node running a Phoenix application.
graph LR
    subgraph livebook_node["Erlang VM node"]
        A[Livebook]
    end

    subgraph standalone_node["Already running Erlang VM Node"]
        B[attached runtime code evaluator]
        C[Phoenix app]
    end

    livebook_node -.-|clusters with| standalone_node
When using the attached runtime, your notebook's code cells execute within the same node as the external application. This is similar to attaching an IEx session to a running node.
Since your notebook code runs within the external node's context, your code cells can directly call any function defined in the remote node:
graph LR
    subgraph livebook_node["Erlang VM node"]
        A[Livebook]
    end

    subgraph standalone_node["Already running Erlang VM Node"]
        direction LR

        B[code inside the notebook]
        C[Phoenix app]
    end

    livebook_node -.-|clusters with| standalone_node
    B -.->|direct function call|C
However, your notebook cannot invoke Mix.install, it only has access to what's already loaded in the external node.
Fly.io runtime
The Fly.io runtime provisions a new Erlang VM instance on Fly.io infrastructure to run your notebook code.
This runtime uses a Livebook-managed Elixir node, similar to the standalone runtime, but runs on a temporary Fly.io machine that automatically shuts down when the runtime is disconnected.
You'll need your own Fly.io account to use this runtime.
Kubernetes runtime
The Kubernetes runtime starts a new pod within a Kubernetes cluster to execute your notebook code.
This runtime creates a Livebook-managed Elixir node that runs on a temporary Kubernetes pod.
The runtime uses kubectl to proxy a local port to the distribution port of the remote node, enabling communication between your local Livebook instance and the pod running in the cluster.
The pod automatically terminates when the runtime is disconnected.


  

    Livebook

[image: Website]
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Livebook is a web application for writing interactive and collaborative code notebooks. It features:
	Code notebooks with Markdown support and Code cells where Elixir code is evaluated on demand.

	Rich code editor through CodeMirror: with support for autocompletion, inline documentation, code formatting, etc.

	Interactive results via Kino: display Vega-Lite charts, tables, maps, and more.

	Automation: use Smart cells to perform high-level tasks and write notebooks faster than ever. Query databases, plot charts, build maps, and more directly from Livebook's UI.

	Reproducible: Livebook ensures your code runs in a predictable order, all the way down to package management. It also tracks your notebook state, annotating which parts are stale.

	Collaboration: multiple users can work on the same notebook at once, no additional setup required.

	Decentralized: Livebook is open-source and you can run it anywhere. The "Run in Livebook" badge makes it easy to import any Livebook into your own Livebook.

	Versionable: notebooks are stored in the .livemd format, which is a subset of Markdown with support for diagrams via Mermaid and for mathematical formulas via KaTex. .livemd files can be shared and play well with version control.

	Custom runtimes: when executing Elixir code, you can either start a fresh Elixir instance, connect to an existing node, or run it inside an existing Elixir project, with access to all of its modules and dependencies. This means Livebook can be a great tool to introspect and document existing projects too.


Getting started
Head out to the Install section of Livebook's website to get started. Once Livebook is up and running on your machine, visit the "Learn" section with introductory guides and documentation on several Livebook features. Here is a sneak peak of the "Welcome to Livebook" guide:
[image: Screenshot]
There are more resources for those who are ready to dig deeper:
	Our official documentation with in-depth guides

	Our Integrations page covering the languages, data sources, and libraries that Livebook works with out-of-the-box

	Our blog with news, posts, and screencasts


Installation
We provide several methods for running Livebook,
pick the one that best fits your use case.
Desktop app
	Download the installer for Mac and Windows from our homepage

	Latest stable builds:
macOS (arm64),
macOS (x64),
Windows,
Linux (arm64),
Linux (x64)

	Nightly builds:
macOS (arm64),
macOS (x64),
Windows,
Linux (arm64),
Linux (x64)

	Builds for particular Livebook version are available on our
GitHub releases.


Docker
Running Livebook using Docker is another great option to run Livebook
in case you don't have Elixir installed.
# Running with the default configuration
docker run -p 8080:8080 -p 8081:8081 --pull always ghcr.io/livebook-dev/livebook

# In order to access and save notebooks directly to your machine
# you can mount a local directory into the container.
# Make sure to specify the user with "-u $(id -u):$(id -g)"
# so that the created files have proper permissions
docker run -p 8080:8080 -p 8081:8081 --pull always -u $(id -u):$(id -g) -v $(pwd):/data ghcr.io/livebook-dev/livebook

# You can configure Livebook using environment variables,
# for all options see the dedicated "Environment variables" section below
docker run -p 8080:8080 -p 8081:8081 --pull always -e LIVEBOOK_PASSWORD="securesecret" ghcr.io/livebook-dev/livebook

# Or if you need to run on different ports:
docker run -p 8090:8090 -p 8091:8091 --pull always -e LIVEBOOK_PORT=8090 -e LIVEBOOK_IFRAME_PORT=8091 ghcr.io/livebook-dev/livebook

To deploy Livebook on your cloud platform, see our Docker Deployment guide.
For CUDA support, see images with the "cuda" tag.
To try out features from the main branch you can alternatively
use the ghcr.io/livebook-dev/livebook:nightly image.
See Livebook images.
Embedded devices
If you want to run Livebook on embedded devices, such as Raspberry Pi, BeagleBone, etc.,
check out the Livebook firmware built
with Nerves.
Direct installation with Elixir
You can run Livebook on your own machine using just Elixir. You will need
Elixir v1.18 or later.
Livebook also requires the following Erlang applications: inets,
os_mon, runtime_tools, ssl and xmerl. Those applications come
with most Erlang distributions but certain package managers may split
them apart. For example, on Ubuntu, these Erlang applications can
be installed as follows:
sudo apt install erlang-inets erlang-os-mon erlang-runtime-tools erlang-ssl erlang-xmerl erlang-dev erlang-parsetools

Note: The livebook package
is meant to be used as a CLI tool. Livebook is not officially
supported as a Mix/Hex dependency.
Escript
Running Livebook using Escript makes for a very convenient option
for local usage and provides easy configuration via CLI options.
mix do local.rebar --force, local.hex --force
mix escript.install hex livebook

# Start the Livebook server
livebook server

# See all the configuration options
livebook server --help

After you install the escript, make sure you add the directory where
Elixir keeps escripts to your $PATH.
If you installed Elixir with asdf, you'll need to run asdf reshim elixir
once the escript is built.
To try out features from the main branch you can alternatively
install the escript directly from GitHub like this:
mix escript.install github livebook-dev/livebook

From source
You can run latest Livebook directly from source.
git clone https://github.com/livebook-dev/livebook.git
cd livebook
mix setup.prod

# Run the Livebook server
MIX_ENV=prod mix phx.server

Security considerations
Livebook is built to document and execute code. Anyone with access to a Livebook instance
will be able to access any file and execute any code in the machine Livebook is running.
For this reason, Livebook only binds to the 127.0.0.1, allowing access to happen only within
the current machine. When running Livebook in the production environment - the recommended
environment - we also generate a token on initialization and we only allow access to the
Livebook if said token is supplied as part of the URL.
Environment variables
The following environment variables can be used to configure Livebook on boot:
	LIVEBOOK_ALLOW_URI_SCHEMES - sets additional allowed hyperlink schemes to the
Markdown content. Livebook sanitizes links in Markdown, allowing only a few
standard schemes by default (such as http and https). Set it to a comma-separated
list of schemes.

	LIVEBOOK_APP_SERVICE_NAME - sets the application name used by the cloud
provider to aid debugging.

	LIVEBOOK_APP_SERVICE_URL - sets the application url to manage this
Livebook instance within the cloud provider platform.

	LIVEBOOK_APPS_BANNER - sets the value to render at the top apps banner.

	LIVEBOOK_APPS_PATH - the directory with app notebooks. When set, the apps
are deployed on Livebook startup with the persisted settings. Password-protected
notebooks will receive a random password, unless LIVEBOOK_APPS_PATH_PASSWORD
is set. When deploying using Livebook's Docker image, consider using
LIVEBOOK_APPS_PATH_WARMUP.

	LIVEBOOK_APPS_PATH_PASSWORD - the password to use for all protected apps
deployed from LIVEBOOK_APPS_PATH.

	LIVEBOOK_APPS_PATH_WARMUP - sets the warmup mode for apps deployed from
LIVEBOOK_APPS_PATH. Must be either "auto" (apps are warmed up on Livebook
startup, right before app deployment) or "manual" (apps are warmed up when
building the Docker image; to do so add "RUN /app/bin/warmup_apps" to
your image). Defaults to "auto".

	LIVEBOOK_AWS_CREDENTIALS - enable Livebook to read AWS Credentials from
environment variables, AWS Credentials, EC2/ECS metadata when configuring
S3 buckets.

	LIVEBOOK_BASE_URL_PATH - sets the base url path the web application is
served on. Useful when deploying behind a reverse proxy.

	LIVEBOOK_PUBLIC_BASE_URL_PATH - sets the base url path the /public/* routes
are served on. Note that this takes precedence over LIVEBOOK_BASE_URL_PATH,
if both are set. Setting this may be useful to create exceptions when deploying
behind a reverse proxy that requires authentication.

	LIVEBOOK_CACERTFILE - path to a local file containing CA certificates.
Those certificates are used during for server authentication when Livebook
accesses files from external sources.

	LIVEBOOK_CLUSTER - configures clustering strategy when running multiple
instances of Livebook using either the Docker image or an Elixir release.
See the "Clustering" docs for more information:
https://hexdocs.pm/livebook/clustering.html

	LIVEBOOK_COOKIE - sets the cookie for running Livebook in a cluster.
Defaults to a random string that is generated on boot.

	LIVEBOOK_DATA_PATH - the directory to store Livebook's internal
configuration. Defaults to "livebook" under the default user data
directory.

	LIVEBOOK_DEFAULT_RUNTIME - sets the runtime type that is used by default
when none is started explicitly for the given notebook. Must be either
"standalone" (Standalone), "attached:NODE:COOKIE" (Attached node)
or "embedded" (Embedded). Defaults to "standalone".

	LIVEBOOK_FORCE_SSL_HOST - sets a host to redirect to if the request is not over HTTPS.
Note it does not apply when accessing Livebook via localhost. Defaults to nil.

	LIVEBOOK_HOME - sets the home path for the Livebook instance. This is the
default path used on file selection screens and others. Defaults to the
user's operating system home.

	LIVEBOOK_IDENTITY_PROVIDER - controls whether Zero Trust Authentication
must be used for this Livebook instance. This is useful when deploying
Livebook inside a cloud platform, such as Cloudflare and Google.
Supported values are:
	basic_auth:<username>:<password>
	cloudflare:<your-team-name (domain)>
	google_iap:<your-audience (aud)>
	tailscale:<tailscale-cli-socket-path>
	custom:YourElixirModule

See our authentication docs for more information: https://hexdocs.pm/livebook/authentication.html

	LIVEBOOK_IFRAME_PORT - sets the port that Livebook serves iframes at.
This is relevant only when running Livebook without TLS. Defaults to 8081.

	LIVEBOOK_IFRAME_URL - sets the URL that Livebook loads iframes from.
By default iframes are loaded from local LIVEBOOK_IFRAME_PORT when accessing
Livebook over http:// and from https://livebookusercontent.com when accessing over https://.

	LIVEBOOK_IMAGE_REGISTRY_URL - sets the container image registry used to fetch livebook images from.
By default uses ghcr.io/livebook-dev/livebook.

	LIVEBOOK_IP - sets the ip address to start the web application on.
Must be a valid IPv4 or IPv6 address.

	LIVEBOOK_LOG_LEVEL - sets the logger level, allowing for more verbose
logging, either of: error, warning, notice, info, debug. Defaults to warning.

	LIVEBOOK_LOG_METADATA - a comma-separated list of metadata keys that should
be included in the log messages. Livebook-specific keys include:
	users (attached to evaluation and request logs)
	session_mode (attached to evaluation logs, either "default" or "app")
	code (attached to evaluation logs, the code being evaluated)
	event (attached to evaluation logs, currently always "code.evaluate")

By default includes only request_id.

	LIVEBOOK_LOG_FORMAT - sets the log output format, either "text" (default)
for human-readable logs or "json" for structured JSON.

	LIVEBOOK_NODE - sets the node name for running Livebook in a cluster.
Note that Livebook always runs using long names distribution, so the
node host name must use a fully qualified domain name (FQDN) or an IP
address.

	LIVEBOOK_PASSWORD - sets a password that must be used to access Livebook.
Must be at least 12 characters. Defaults to token authentication.

	LIVEBOOK_PROXY_HEADERS - a comma-separated list of headers that are set by
proxies. For example, x-forwarded-for,x-forwarded-proto. Configuring those
may be required when running Livebook behind reverse proxies.

	LIVEBOOK_PORT - sets the port Livebook runs on. If you want to run multiple
instances on the same domain with the same credentials but on different ports,
you also need to set LIVEBOOK_SECRET_KEY_BASE. Defaults to 8080. If set to 0,
a random port will be picked.

	LIVEBOOK_SECRET_KEY_BASE - sets a secret key that is used to sign and encrypt
the session and other payloads used by Livebook. Must be at least 64 characters
long and it can be generated by commands such as: openssl rand -base64 48.
Defaults to a random secret on every boot.

	LIVEBOOK_SHUTDOWN_ENABLED - controls if a shutdown button should be shown
in the homepage. Set it to "true" to enable it.

	LIVEBOOK_TOKEN_ENABLED - controls whether token authentication is enabled.
Enabled by default unless LIVEBOOK_PASSWORD is set. Set it to "false" to
disable it.

	LIVEBOOK_UPDATE_INSTRUCTIONS_URL - sets the URL to direct the user to for
updating Livebook when a new version becomes available.

	LIVEBOOK_WITHIN_IFRAME - controls if the application is running inside an
iframe. Set it to "true" to enable it. If you do enable it, then the application
must run with HTTPS.


The environment variables ERL_AFLAGS and ERL_ZFLAGS can also be set to configure
Livebook and the notebook runtimes. ELIXIR_ERL_OPTIONS are also available to customize
Livebook, but it is not forwarded to runtimes.
If running Livebook via the command line, run livebook server --help to see
all CLI-specific options.
Livebook Desktop
When running Livebook Desktop, Livebook will invoke on boot a file named
~/.livebookdesktop.sh on macOS or %USERPROFILE%\.livebookdesktop.bat
on Windows. This file can set environment variables used by Livebook,
such as:
	the PATH environment variable

	or to configure the Erlang VM, for instance, by setting
ERL_AFLAGS="-proto_dist inet6_tcp" if you need Livebook to run over IPv6


Be careful when modifying boot files, Livebook may be unable to start if
configured incorrectly.
Development
Livebook is primarily a Phoenix web application and can be setup as such:
git clone https://github.com/livebook-dev/livebook.git
cd livebook
mix setup

# Run the Livebook server
mix phx.server

# Run tests
mix test

Desktop app builds
For macOS, run:
# Test macOS app locally
(cd rel/app/macos && ./run.sh)

# Build macOS installer
.github/scripts/app/build_macos.sh

For Windows, run:
# Test Windows app locally
(cd rel/app/windows && ./run.sh)

# Build Windows installer
.github/scripts/app/build_windows.sh
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    How to call functions from a running Phoenix app

When using Livebook for internal tools, runbooks, or engineering support, a common need is to call code from a running Phoenix app.
This guide shows how to connect your notebook to your Phoenix app and execute remote function calls, both in development and production environments.
Connect to your local Phoenix app
First, start your Phoenix app with a named node and cookie:
$ iex --name my_app@127.0.0.1 --cookie secret -S mix phx.server

Now, create a new notebook, and add a remote execution smart cell:
[image: ]
Set the node and cookie configs to the values you set when starting your Phoenix app:
[image: ]
Now you can write code inside that smart cell, and it will be evaluated in the context of your Phoenix app's node:
[image: ]
Understanding how Livebook leverages distributed Erlang
By default, Livebook starts a new Erlang VM node for each notebook. This is
the standalone runtime.
Under the hood, the remote execution smart cell leverages distributed Erlang to call functions
from your Phoenix app.
It clusters your notebook's node with your Phoenix app's node, and evaluates the code inside
the smart cell in the context of your Phoenix app's node.
graph LR
    subgraph livebook_node["Erlang VM node"]
        A[Livebook]
    end

   subgraph standalone_node["Erlang VM node per notebook"]
        B[code inside the notebook]
    end

   subgraph app_node["Erlang VM node running your Phoenix app"]
        C[Phoenix app]
    end

   A -.-|starts and clusters with| standalone_node
   standalone_node -.-|clusters with| app_node
Connect to your Phoenix app in production
When developing and deploying a Livebook app that integrates with a Phoenix app, you need a way
to handle the connection between them during both development and production.
To support both environments, use Livebook secrets to make the connection between your notebook
and your Phoenix app configurable.
Set up environment secrets
Create these secrets in your Livebook Teams workspace:
For development:
	PHOENIX_APP_ENV: Set to dev
	PHOENIX_APP_COOKIE: Set to your local cookie value (e.g., secret)

[image: ]
For production: Use additional secrets in your Teams workspace deployment group to override these values:
	PHOENIX_APP_ENV: Set to production
	PHOENIX_APP_COOKIE: Set to your production cookie value

[image: ]
Create a connection module
Add this module to your notebook to handle environment-specific connections:
defmodule NodeConnection do
  def connect() do
    node = target_node()
    Node.set_cookie(node, cookie())

    case Node.connect(node) do
      true -> :ok
      _ -> {:error, "Failed to connect to #{inspect(node)}"}
    end
  end

  def cookie() do
    String.to_atom(System.fetch_env!("LB_PHOENIX_APP_COOKIE"))
  end

  def target_node() do
    case System.fetch_env!("LB_PHOENIX_APP_ENV") do
      "dev" ->
        :"my_app@127.0.0.1"
      env when env in ["staging", "production"] ->
        discover_node()
    end
  end

  defp discover_node() do
    # Implementation depends on your deployment platform
    # See platform-specific examples below
  end
end
Using the new NodeConnection module, get the node and cookie values and assign them to variables to be used as configurations in the remote execution smart cell:
my_app_node = NodeConnection.target_node()
my_app_cookie = NodeConnection.cookie()
Now you're ready to use the remote execution smart cell, with the node and cookie being set
dynamically:
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Discovery of node names in production
In a production environment, you need to programmatically discover your app's node name.
The approach depends on your deployment platform and node naming strategy. Here's an example:
Example: Fly.io node discovery
When deploying to Fly.io, your Phoenix app node is typically named using the RELEASE_NODE environment variable like this:
# rel/env.sh.eex

export RELEASE_NODE="${FLY_APP_NAME}-${FLY_IMAGE_REF##*-}@${FLY_PRIVATE_IP}"
Let's build a solution that uses Fly's API to discover that node name.
	Create these additional secrets inside your Teams workspace:

	FLY_TOKEN: Your Fly.io API token
	FLY_APP: Your Fly app name

	Add this Fly.io discovery module to your notebook:

# Add {:req, "~> 0.5"} to your notebook dependencies

defmodule Fly do
  def discover_node() do
    {:ok, [fly_machine | _]} = machines(fly_app_name())
    ip = fly_machine["private_ip"]
    :"#{fly_app_name()}-#{extract_image_id(fly_machine)}@#{ip}"
  end

  defp machines(fly_app_name) do
    case Req.get(new(), url: "/v1/apps/#{fly_app_name}/machines") do
      {:ok, %Req.Response{status: 200} = response} ->
        {:ok, response.body}
      {:error, reason} ->
        {:error, "Failed to fetch Fly machines: #{inspect(reason)}"}
    end
  end

  defp new() do
    Req.new(
      base_url: "https://api.machines.dev",
      auth: {:bearer, System.fetch_env!("LB_FLY_TOKEN")}
    )
  end

  defp extract_image_id(fly_machine) do
    image_tag = fly_machine["image_ref"]["tag"]
    [image_id] = Regex.run(~r/.*-(.*)/, image_tag, capture: :all_but_first)
    image_id
  end

  defp fly_app_name, do: System.fetch_env!("LB_FLY_APP")
end
	Update your NodeConnection module to use Fly discovery:

defmodule NodeConnection do
  # ... previous code ...

  defp discover_node() do
    Fly.discover_node()  # Use Fly.io node discovery
  end
end
Configure your Phoenix app for clustering
Your Phoenix app needs specific configuration to support clustering.
Set a static cookie
Set the RELEASE_COOKIE environment variable on your production machines to ensure a static cookie value across deployments, then restart or redeploy your app.
Use the same value for your PHOENIX_APP_COOKIE Livebook secret.
Learn more about setting the cookie of an Elixir release here.
Enable long node names
Livebook requires long node names. Configure the RELEASE_DISTRIBUTION environment variable inside your app's rel/env.sh.eex like this:
# rel/env.sh.eex

export RELEASE_DISTRIBUTION=name

Conveniences for working with remote code
Livebook provides built-in tools to simplify working with remote code.
Remote execution smart cell
The remote execution smart cell offers several advantages over manual :erpc.call functions:
Built-in connection management
Set the node name and cookie directly in the smart cell.
[image: ]
Code autocomplete
Get autocomplete for functions from your remote Phoenix app.
[image: ]
Multi-line execution
Run multiple lines of code in the remote context.
[image: ]
Variable integration
Reference notebook variables and assign results back to the notebook.
[image: ]
Kino.RPC
For more flexibility, use Kino.RPC directly. This is the same module the remote execution smart cell uses behind the scenes.
Let's say you're building a Livebook app to show user counts by status. Given your Phoenix app has a function MyApp.Users.count_by_status/1, you can call it using the remote execution smart cell:
[image: ]
But what if you want the status variable to come from a form input?
[image: ]
Now we need a way to call the remote function passing an argument that's coming from the form. To do that, we can extract the remote function call into a reusable module.
First, convert your remote execution smart cell to a regular code cell by clicking on the pencil icon:
[image: ]
You'll see that the smart cell was generating this code:
require Kino.RPC
node = my_app_node
Node.set_cookie(node, my_app_cookie)
Kino.RPC.eval_string(node, ~S"MyApp.Users.count_by_status(status)", file: __ENV__.file)
Extract this into a module so you can pass the status value as an argument:
Node.set_cookie(my_app_node, my_app_cookie)

defmodule MyAppRPC.Users do
  require Kino.RPC

  def count_by_status(node, status) do
    Kino.RPC.eval_string(node, ~S"MyApp.Users.count_by_status(status)", file: __ENV__.file)
  end
end
Now you can use this module with your form:
[image: ]
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    OIDC SSO (OpenID Connect Single Sign-On)

Livebook Teams supports OpenID Connect (OIDC) Single Sign-On, allowing you to authenticate users through your existing Identity Provider (IdP) when they access your app servers and Livebook apps.
[image: ]
Livebook version requirement
Requires Livebook v0.18 or newer.
Demo
Here's a quick demo of the feature working.
1. OIDC configurations
To integrate Livebook Teams with your OIDC SSO provider, follow these steps.
OIDC IdPs
Follow these instructions if you're using Okta, Microsoft Entra, Keycloak or any other OIDC-compliant Identity Provider.
1.1 Register with your OIDC provider
Go to your IdP admin, and register Livebook Teams as a Relying Party (client/app). This is the info you’ll need from Livebook Teams:
	Redirect URI: The Livebook Teams sign-in callback URL that must be registered with your IdP: https://teams.livebook.dev/identity/callbacks/oidc
	Post Logout Redirect URI: The Livebook Teams URL that must be registered with your IdP to redirect users after logout: https://teams.livebook.dev/identity/logout
	Required OIDC scopes: The OIDC scopes Livebook Teams requires: openid, profile, email, offline_access

Once that’s done, you should retrieve the following information from the registration process:
	Client ID: A unique identifier assigned to Livebook Teams by your IdP
	Client Secret: A confidential key assigned to Livebook Teams by your IdP
	Discovery URL: This is the OIDC metadata URL provided by your IdP. Usual format: https://YOUR_IDP/.well-known/openid-configuration

1.2 Configure OIDC in Livebook Teams
	Log in to Livebook Teams
	Go to the Authentication panel (requires "admin" role in the organization)
	Click Add OIDC SSO and provide the following details:	Name: A display name for your OIDC provider (e.g., Okta, Microsoft Entra, Keycloak)
	Discovery URL: Use the discovery URL retrieved from your IdP
	Client ID: Use the Client ID retrieved from your IdP
	Client Secret: Use the Client Secret retrieved from your IdP
	Enable this SSO provider: Make sure this option is enabled


	Save

Google Workspace
To configure OIDC SSO with Google Workspace, follow the steps below. You'll need a Google Workspace account with the super admin role.
1.1 Enable Cloud Identity API
	Go to the Google Cloud Console
	Select your project or create a new one if needed
	Navigate to APIs & Services > Library
	Search for Cloud Identity
	Select Cloud Identity from the results
	Click Enable

1.2 Create service account
	Navigate to IAM & Admin > Service Accounts
	Click Create Service Account
	Configure the service account:	Service account name: livebook-teams (or your preferred name)
	Service account description: Service account for Livebook Teams to access Google Workspace groups


	Click Create and Continue
	Skip the optional steps by clicking Continue and then Done

1.3 Get the unique ID of the service account
	In the Service Accounts list, click on the service account you just created
	In the Details tab, locate the Unique ID under the service account details
	Copy this Unique ID (you'll need it in the next step)

1.4 Create a JSON key for the service account
	While still on your service account page, go to the Keys tab
	Click Add Key > Create new key
	Select JSON as the key type
	Click Create
	The JSON key file will be downloaded automatically (save it securely)

1.5 Enable domain-wide delegation
	Go to your Google Workspace Admin Console (requires super administrator access)
	Navigate to Main menu > Security > Access and data control > API controls
	In the Domain wide delegation section, click Manage Domain Wide Delegation
	Click Add new
	Configure the delegation:	Client ID: Paste the unique ID from step 1.3
	OAuth scopes: Enter the following scope (this grants read-only access to group information): https://www.googleapis.com/auth/cloud-identity.groups.readonly


	Click Authorize

1.6 Configure Google Workspace OIDC in Livebook Teams
	Log in to Livebook Teams
	Go to the Authentication panel (requires "admin" role in the organization)
	Click Add OIDC SSO and provide the following details:	Name: A display name for your OIDC provider (e.g., Google Workspace)
	Discovery URL: https://accounts.google.com/.well-known/openid-configuration
	Admin E-mail: Email address of a Super Admin user of your Google Workspace (e.g., admin@yourcompany.com). This user will be impersonated by the
service account to read group memberships, but access is limited to the scopes authorized in step 1.5.
	Allowed domains: Your Google Workspace domain(s), one per line if multiple (e.g., yourcompany.com)
	Service Account JSON Key: Paste the entire contents of the JSON key file from step 1.4
	Enable this SSO provider: Make sure this option is enabled


	Save

2. Configure your deployment group to authenticate via Livebook Teams
To enable OIDC authentication, your deployment group must be configured to use authentication via Livebook Teams.
To do so, follow these steps:
	Log in to Livebook Teams
	Navigate to the Deployments panel
	Click Edit on the deployment group where you want to enable authentication
	Ensure that Authenticate via Livebook Teams is enabled
	Save your changes

Test the integration with your OIDC IdP
To verify the integration is working, follow these steps:
	Navigate to an application deployed in a deployment group configured for OIDC authentication.
	The app server will redirect you to Livebook Teams for authentication
	On the authentication page, you will see an option to sign in using your configured OIDC provider
	Click the name of your OIDC SSO configuration and follow the authentication steps provided by your IdP
	Once authentication is complete, the IdP will redirect you back to your app server, and you will be successfully signed in
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    OIDC groups authorization

Livebook Teams allows you to control access to your Livebook app servers and Livebook apps based on group membership in your OIDC identity provider (IdP). This enables you to implement a Role-Based Access Control (RBAC) model for your Livebook deployment.
[image: ]
Livebook version requirement
Requires Livebook v0.18 or newer.
Overview
OIDC groups authorization enables you to:
	Restrict access to your Livebook apps and app servers based on group membership
	Limit access to apps that belong to specific app folders so groups of users only have access to what they're authorized to see
	Integrate seamlessly with your existing OIDC SSO provider (Okta, Microsoft Entra, Google etc.)

Prerequisites
Before configuring OIDC groups authorization, ensure you have:
	Configured an OIDC provider in your Livebook Teams organization. If you haven't done this yet, follow the instructions in our OIDC SSO documentation.

	Configured your OIDC identity provider to include group information in the ID tokens:
	Okta: Customize tokens with a groups claim
	Google Workspace: No additional configuration is required; just ensure you've already followed these instructions
	Others: Search your identity provider's documentation for how to add a groups claim to the ID token



Configuration
1. Enable authorization via OIDC SSO groups
To enable authorization via OIDC SSO groups for a deployment group:
	Log in to Livebook Teams
	Navigate to the Deployments panel
	Click Edit on the deployment group where you want to enable authorization
	Go to the App server access section (requires "admin" role in the organization)
	Ensure that Authenticate via Livebook Teams is enabled
	Enable Authorize via OIDC SSO groups

2. Add group authorization
Once authorization is enabled, you can add group access rules:
	Click the Add group button
	Select one of your configured OIDC identity providers
	Enter the name of a group from your identity provider
	Choose the Access type for this group:	Full access
	App folder access


	Click the Add group button to save the rule

You can create multiple group authorizations with different access types to set up your authorization strategy.
Access types explained
Full access
Users who belong to groups with full access can access:
	The app server admin interface*
	All Livebook apps deployed to this deployment group

*Note that Admin authentication configuration will also apply if configured.
App folder access
Users who belong to groups with app folder access can only see and open apps from the selected app folders.
This allows you to implement role-based access control using groups from your identity provider.
Testing the Configuration
To verify the configuration is working:
	Sign out of any current Livebook Teams sessions
	Navigate to an app server or Livebook app in the deployment group where you've enabled OIDC groups authorization
	You will be prompted to authenticate through your OIDC provider
	After authentication, the system will check your group membership
	You will only be granted access if you belong to one of the configured groups with appropriate permissions

Troubleshooting
If users are experiencing access issues:
	Verify the group name matches exactly as defined in your IdP (group names are case-sensitive)
	Check that the user is a member of the specified group in your IdP
	Ensure your OIDC provider is properly set up to include group names inside the ID token
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    Intro to Livebook Teams

Livebook Teams enables you to deploy notebooks as internal apps or turn Livebook into a controlled environment for runbooks and production operations.
Livebook Teams integrates with Livebook, offering the following feautures on top of it:
	Deploy notebooks as internal apps to your infrastructure	Deploy Livebook apps from Livebook
	Deploy Livebook apps from the CLI
	Organize Livebook apps with folders


	Deployment authorization	Authorize who can deploy Livebook apps to your servers


	Authenticate who can can access your Livebook app servers and Livebook apps via multiple identity providers:	Livebook Teams
	Email-domain (Google, Microsoft, etc)
	OIDC (Okta, Microsoft Entra, etc)


	Authorization	based on groups from an OIDC identity provider (Okta, Microsoft Entra, etc)


	Audit logs	Log to STDOUT the identity of the authenticaded person, what piece of code they executed in a notebook inside your Livebook app server, and when


	Shared Livebook secrets
	Shared Livebook file storages

You can start a free trial here.


  